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Abstract

Metaheuristics are widely used to solve combinatorial optimization problems often
through the use of hybrid approaches such as simheuristics, which combine meta-
heuristics with simulation to address uncertainty. However, many real-world problems
involve qualitative or semi-structured information that these methods do not handle well.
To address this limitation, we introduce a soft optimization framework, which integrates
quantitative search techniques with large language models to incorporate cognitive
and interpretive capabilities. This framework, called generative heuristics, combines
simheuristics with large language models to evaluate and generate candidate solutions
based on both numerical performance and alignment with semi-structured goals. We ap-
ply this approach to a stochastic version of the project portfolio selection problem, where
the objective is to maximize present value while also considering strategic alignment
derived from textual project descriptions. Results show that the method can identify high-
quality portfolios that balance hard constraints with soft ones and strategic criteria. The
approach is general and can be extended to other stochastic combinatorial optimization
problems involving mixed data inputs.
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1. Introduction

Heuristics and metaheuristics stand as powerful methodologies extensively employed by
both industry practitioners and academic researchers to tackle combinatorial optimization
problems (COPs) in real-time (Amodeo, Talbi and Yalaoui, 2018). These problems span
diverse domains including logistics and transportation (Reyes-Rubiano et al., 2019; Cas-
taneda et al., 2022), finance (Doering et al., 2019), or bioinformatics (Calvet et al., 2023).
With the inherent stochasticity in most real-world applications, there is an increasing
interest in hybridizing metaheuristics and simulation, giving rise to what is termed as
‘simheuristics’ (Juan et al., 2025). This hybrid approach is gaining prominence as a
potent tool for addressing stochastic COPs effectively. While the metaheuristic compo-
nent focuses on creating and improving solutions, the simulation element assesses the
performance of the most promising solutions under uncertainty scenarios. Consequently,
simheuristics find extensive application in resolving problems characterized by stochastic
quantitative parameters present in the objective functions, constraints, or both.

Nevertheless, many decision-making processes involve elements that cannot be cap-
tured purely through structured data or numerical models. These include qualitative or
semi-structured sources such as textual reports, strategic plans, or stakeholder prefer-
ences. Addressing such problems requires an approach that integrates both quantitative
and qualitative components. We refer to this broader class of problems as requiring
‘soft optimization’, where both hard numerical constraints and soft strategic or semantic
objectives are considered. In project management, for example, selecting a portfolio
of projects involves not only optimizing financial metrics but also ensuring alignment
with strategic goals described in unstructured or semi-structured formats. Similar needs
appear in finance, where investment decisions are guided by analysis of textual data from
company documents, and in supply chain design, where supplier selection may involve
qualitative assessments.

Large language models (Min et al., 2023), such as OpenAl’s generative pre-trained
transformer (GPT) series (https://chat.openai.com), offer new capabilities to handle such
unstructured information. These models are based on deep learning architectures and
trained on large textual corpora, enabling them to understand and generate human-like
responses. Large language models (LLMs) have shown strong performance in tasks in-
volving language understanding, summarization, and decision support. At the same time,
their use introduces challenges related to ethical considerations (Kapania et al., 2025),
bias (Simpson et al., 2025), and societal impacts (Coeckelbergh, 2025). In this paper, we
present a novel framework called ‘generative heuristics’, which addresses soft optimiza-
tion by combining simheuristics with LLMs. The main contribution of this work is the
integration of structured optimization techniques with LLM-based evaluation to tackle de-
cision problems that involve both quantitative and qualitative information. Our framework
extends simheuristics to include an LLM component, which enables the evaluation and
generation of solutions based on non-numeric criteria, such as alignment with strategic ob-
jectives. We show the application of this framework to a stochastic variant of the project
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portfolio selection problem (PPSP) (Mohagheghi, Meysam Mousavi and Mojtahedi,
2020). In this setting, projects have uncertain durations, costs, and returns. The goal is to
maximize the expected present value of the selected portfolio while also achieving good
alignment with a predefined strategic plan. The proposed methodology uses a genetic
algorithm with Monte Carlo simulation (MCS) (Katoch, Chauhan and Kumar, 2021) to
address the stochastic aspects, and a GPT-4.1 model to evaluate strategic alignment from
project descriptions and plans. A computational experiment was conducted using a dataset
from Saiz et al. (2026), which includes twenty project proposals and related structured data
such as schedules, risk registers, and cash flows. The strategic plan contains ten environ-
mental drivers used to guide the LLM evaluations. The results show that the method can
generate a set of non-dominated portfolios that balance present value (PV) and strategic
alignment. The outputs were verified using both the GPT-4.1 Mini model and the MAI-
DS-R1 research model developed by Microsoft, confirming the robustness of the approach.

Overall, this work contributes a generalizable method for soft optimization, applicable
to other domains that combine structured optimization with qualitative assessments.
The combination of simheuristics and LLMs in a unified loop supports more nuanced
decision-making in complex, uncertain environments. The remainder of the document is
organized as follows. Section 2 reviews the related literature on hybrid metaheuristics,
the use of LLMs in optimization, and project portfolio selection problems. Section
3 formally introduces the project portfolio selection problem addressed in this work.
Section 4 presents the proposed generative heuristics framework. Section 5 describes
the methodology used to solve the problem. Next, Section 6 reports the computational
experiments, while Section 7 discusses the obtained results. Finally, Section 8 concludes
the paper and outlines future research directions.

2. Literature review

This literature review is structured into three parts. First, we review hybrid metaheuristics
that combine simulation and optimization under uncertainty. Second, we examine how
LLMs are used in optimization beyond text generation. Third, we explore the modeling
of the PPSP, including its evolution toward multi-objective formulations and the emerging
role of LLMs in evaluating strategic criteria.

2.1. Hybrid metaheuristics

Hybrid metaheuristics combine different search strategies to overcome limitations of
standalone algorithms, such as local optima and premature convergence. These methods
have become increasingly relevant for solving complex, real-world problems. Talbi
(2021) discusses the integration of machine learning (ML) with metaheuristics, offering
a taxonomy based on where ML is applied-problem modeling, low-level operations,
or high-level strategies. The paper highlights the need for unified frameworks in ML-
augmented optimization. Rezk and Selim (2024) focus on metaheuristics for ensemble



4 Soft optimization with generative heuristics...

pruning in machine learning, identifying research gaps in hybrid models for multiclass
classification and hyperparameter tuning. Azevedo, Rocha and Pereira (2024) review
hybrid optimization-ML methods for clustering and classification, showing that combin-
ing global search with pattern learning improves performance in noisy, high-dimensional
settings. Boschetti and Maniezzo (2024) highlight matheuristics, which integrate mathe-
matical programming with heuristics, and discuss emerging directions such as Al-based
and quantum hybrids.

Simheuristics are designed to handle uncertainty by integrating simulation with meta-
heuristic search (Chica et al., 2020). These methods are especially useful in logistics and
energy systems, where they assess solution feasibility and robustness. Dokeroglu, Ku-
cukyilmaz and Talbi (2024) discuss hyper-heuristics that dynamically manage low-level
heuristics and are suitable for multi-objective and ML-based problems. Sangaiah et al.
(2023) propose a hybrid system combining ant colony optimization and fuzzy logic for
dynamic resource allocation in cloud-edge environments, showing improved performance
over conventional methods. Recent trends in hybrid metaheuristics emphasize adaptabil-
ity (Martin et al., 2024), deep learning integration (Akay, Karaboga and Akay, 2022),
and real-time applications (Adelantado et al., 2022). These developments support more
intelligent and flexible decision-making in dynamic environments.

2.2. Use of LLMs in optimization

LLMs are increasingly integrated into optimization workflows, extending the idea of
learnheuristics, hybrid methods that combine metaheuristics with learning. Calvet et al.
(2017) introduced this term for heuristics that adapt through experience. Later works,
such as Q-learnheuristics (Crawford et al., 2021) and simulation-based variants (Bayliss,
2021), emphasize learning-driven exploration. In this context, LLMs act as semantic
optimizers that support goal alignment and interpretability. Recent studies explore LLMs
in optimization roles beyond text generation. Tarczewski, Stojic and Dzielinski (2025) and
Mustata et al. (2025) show how LLMs can interpret qualitative requirements and support
multi-criteria decisions. Applications include UAV planning (Tian et al., 2025), smart
cities (Kalyuzhnaya et al., 2025), and transport prediction (de Zarza et al., 2023). LLMs
are also used as adaptive agents (Cinkusz, Chudziak and Niewiadomska-Szynkiewicz,
2025) that handle ambiguity and align solutions with high-level goals.

Prompt engineering plays a key role in controlling LLLM behavior. Chain-of-thought
(CoT) prompting encourages reasoning through intermediate steps. Goli and Singh (2024),
Li et al. (2024), and Hebenstreit et al. (2024) report improved accuracy and coherence
using CoT. This is echoed in diagnostics (Kosten, Nooralahzadeh and Stockinger, 2025),
scientific reasoning (Lucas, Smith and Johnson, 2024), and education (Parker et al., 2025).
CoT also boosts robustness under zero-shot settings ( Sun, Zhang and Chen, 2024; Allen,
Polat and Groth, 2024) and improves output quality in engineering (Chen et al., 2025) and
energy (Chen et al., 2025) contexts. Alsofyani and Wang (2025) stress the role of prompt
design in ensuring stability. Different prompting strategies (zero-shot, few-shot, and
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instruction-tuned) affect LLM performance. Zero-shot uses the model’s pretraining alone,
few-shot adds examples, and instruction-tuned prompts guide behavior with task-specific
inputs. Chen and Li (2025) and Alsofyani and Wang (2025) show instruction-tuning
improves output consistency. Guo et al. (2025) use meta-instruction prompting for SQL
generation, while Zhang et al. (2024) apply CoT prompting in text-to-3D terrain mapping.
These strategies enable LLMs to handle optimization tasks with qualitative inputs and
ambiguous goals.

2.3. Modeling the PPSP

Initial PPSP models aimed to maximize present value or minimize costs under constraints
(Saiz et al., 2022). As complexity increased, multi-objective models emerged to address
strategic and qualitative factors. Mohagheghi, Mousavi and Vahdani (2017) and Calvo,
Ivorra and Liern (2017) use fuzzy logic to combine profitability with strategic alignment.
Ranjbar, Nasiri and Torabi (2022) model cost and time jointly, accounting for uncer-
tainty and dependencies. These works shift focus from financial criteria toward broader
stakeholder goals. Iranmanesh, Shakhsi-Niaei and Rastegar (2019) introduce complexity
metrics, while Azevedo et al. (2024) and Cesarone, Martino and Carleo (2022) incorporate
environmental, social, and governance criteria into the objective functions. Robustness
and flexibility are now key requirements. Ranjbar et al. (2022) apply scenario-based
methods, and Saiz et al. (2024) use simheuristics to manage uncertainty. These trends
highlight a transition to more realistic and value-aligned portfolio models.

As PPSP models expand to include intangible factors, LLMs are gaining relevance in
strategic evaluation. Zhuang and Wu (2025) show how LLMs balance performance and
governance in corporate investments. Kim (2023) use ChatGPT for asset management,
weighing returns against ethical and volatility constraints. Aiche, Winer and Cohen (2024)
and Coelho e Silva, Fonseca and Castro (2024) apply LLM:s in portfolio tasks involving
cybersecurity and finance. Gopal (2024) show that transformers can capture non-obvious
factor structures in portfolios. In public project evaluation, Saiz and Calvet (2025)
propose a hybrid of LLMs and simheuristics for assessing alignment with high-level
goals. Related studies (Sun et al., 2024; Tepelyan and Gopal, 2023) use generative and
graph-based models to capture latent value and risk. These approaches show that LLMs
can produce semantic alignment scores and explain portfolio quality using qualitative
data, supporting their role in strategic decision-making.

3. Project portfolio selection problem

The stochastic PPSP seeks to maximize the expected present value of a project portfolio:
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Here, R;; represents the reward generated by project i at time ¢, modeled as a random
variable due to uncertainty. The discount factor W denotes the weighted average cost of
capital (WACC), also treated as a random variable to account for financial variability.
The binary decision variable x; € {0, 1} indicates whether project i is selected (x; = 1) or
not (x; = 0). The portfolio must satisfy a probabilistic budget constraint:

n
p ( xi -G Scmax> > Fin
i=1
This constraint ensures that the probability of the total cost of selected projects (each with
a stochastic cost C;) not exceeding the budget limit Cy,x, is at least Fp,j,. The threshold
Fiin reflects the decision-makers’ minimum acceptable confidence level, typically based
on organizational or industry-specific risk tolerance. Each project cost C; is defined as:

Ci=bi+Li-f

where b; is the base cost, f is a cost factor, and L; is the project duration. The duration L;
is estimated using the critical path method (CPM) (Kelley Jr and Walker, 1959), incor-
porating stochasticity in the activity durations D;;, which are modeled using triangular
distributions.

Building upon this formulation of the stochastic PPSP, we introduce a secondary
objective: maximizing the strategic alignment of the selected projects with the funding
organization’s strategic plan. This alignment is quantified using a strategic score S,
ranging from 1 to 100. A solution to this extended problem includes the composition of
the selected project portfolio, along with key performance indicators such as expected
PV, confidence level, and strategic alignment. Additionally, the solution must provide
a justification for each project selected, as well as an executive summary. Figure 1
illustrates a simplified representation of the stochastic PPSP.
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Figure 1. Representation of the stochastic project portfolio selection problem.
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4. Generative heuristics

Combinatorial optimization problems involve finding the best solution from a discrete set
of options under given constraints. These problems are common in areas such as logistics,
scheduling, portfolio selection, and network design. Hybrid simulation-optimization
(sim-opt) methods, introduced in the 1950s, have advanced significantly in recent decades
due to improvements in computational resources and optimization techniques. In this
context, the term ‘simheuristics’ was introduced to describe approaches that combine
metaheuristics with simulation for solving stochastic COPs efficiently. Natural language
processing (NLP) also began in the 1950s, initially using rule-based and statistical
models. In the 1980s and 1990s, hidden Markov models and n-gram models were widely
used. Later, the development of neural networks, especially after the introduction of
backpropagation, led to major advances. Bengio, Ducharme and Vincent (2000) proposed
feed-forward neural networks for language modeling, laying the foundation for deep
learning in NLP. The emergence of large-scale models like GPT (starting in 2018) further
transformed the field, with successive versions (GPT-2 in 2019, GPT-3 in 2020, GPT-4 in
2023) employing massive datasets and deep architectures. The convergence of progress
in simheuristics and language models now allows for solving complex problems that
involve both quantitative and qualitative data.

4.1. Framework description

The generative heuristics framework combines simheuristics with LLMs to address sto-
chastic COPs involving semi-structured information, such as strategic plans or project
reports. The primary objective is to identify robust solutions that simultaneously balance
quantitative metrics (e.g., cost or return) with qualitative dimensions (e.g., strategic align-
ment). This dual optimization yields a Pareto set of non-dominated solutions, where any
improvement in a quantitative objective necessitates a compromise in qualitative align-
ment, or vice versa. A granular breakdown of the framework is detailed in Algorithm 1.

The framework takes as input an instance of the stochastic COP. The workflow
begins with a stochastic preprocessing phase that employs MCS to model and sample
uncertain variables, thereby generating empirical distributions for the optimization process
(Line 1). Subsequently, these empirical distributions are mapped into deterministic
estimates, using expected or conservative values under a specified confidence level, to
establish a deterministic proxy of the COP (Line 2). The LLM-driven module functions
as a semantic evaluator, generating preliminary strategic assessments from qualitative
descriptors (Line 3). These evaluations are cached and systematically reused, ensuring
complete semantic consistency across solution evaluations while drastically minimizing
computational overhead. Once this baseline is established, the framework enters its
core hybrid, iterative optimization loop, which runs continuously until a stability-based
stopping criterion is met (Lines 4-17). Within this loop, the search progresses through
three distinct phases:
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Algorithm 1 Proposed Integrated Framework Workflow

Require: An instance of the stochastic COP
Ensure: A Pareto set of robust, non-dominated solutions with risk/reliability metrics and narrative justifications
// Quantitative Models & Preliminary Assessment

1: Preprocess stochastic COP
2: Convert into deterministic COP
3: Generate preliminary evaluation of each individual option
4: while Stop condition reached? is N do
// Simheuristic-driven search
5: Generate a new solution using a simheuristic-driven search
6: if promising solution? is Y then
7. Store in set of promising solutions (Qxor)
8: end if
9: if Opor big enough? is Y then
10: Generate reduced solution space
11: end if
// LLM-driven search
12: Generate aspirational solutions
13: Generate set of most promising solutions
// Cross-check
14: Estimate quality / feasibility LLM generated candidates
15: Estimate quality / feasibility of Qp,r
// Pareto Update
16: Update Pareto Frontier

17: end while

// Final Reporting

18: Perform risk / reliability analysis and report with justification

* Simheuristic-driven Search (Lines 5-11): The metaheuristic explores the deter-

ministic solution space to identify feasible candidates that satisfy the constraints
(Line 5). High-performing, non-dominated solutions are stored in a quantitative
hall of fame (Qp,r, Line 7). Once this archive reaches a target size, the framework
analyzes these solutions to isolate frequent attributes and stratify the search space,
generating a reduced solution space that focuses subsequent analysis (Line 10).

LLM-driven Search (Lines 12-13): The LLM-driven search phase employs qualita-
tive assessment to propose top ‘aspirational solutions’ (Line 12). These represent
idealized configurations generated strictly from a qualitative perspective, even if
their quantitative feasibility is initially ignored. Guided by these benchmarks, the
LLM explores structural variants of these aspirational solutions, evaluating and
ranking them to generate a refined set of the most promising candidates (Line 13).

Cross-Evaluation and Refinement (Lines 14-16): To bridge both dimensions, the
framework executes an automated cross-check mechanism. The framework quan-
titatively estimates the feasibility of the purely LLM-generated candidates (Line
14), while the LLM qualitatively scores the strategic value of the Qg,r solutions
(Line 15). High-quality, non-dominated solutions from both trajectories are filtered
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through Pareto dominance to continuously update the running empirical Pareto
frontier (Line 16).

Upon satisfying the stopping condition, the algorithm returns the final consolidated
set of strategically strong, feasible candidates. As a final post-optimization step, the
framework executes a detailed solution risk and reliability analysis on this set, utilizing
the LLM to generate narrative justifications for the final recommendations.

As a simheuristic, this method operates under the proxy assumption that under
moderate uncertainty, solutions performing well in the deterministic problem tend to
maintain robust properties in the stochastic setting. Although not always exact, this
assumption is highly effective in practice and significantly minimizes search effort. Under
high uncertainty, this relationship may break down; however, the hybrid nature of the
framework provides the necessary adaptability to mitigate this limitation. Consequently,
this assumption enables the efficient identification of strong candidates for the stochastic
COP.

5. Solving methodology

This section adapts the generative heuristics framework introduced in previous section
to solve the stochastic PPSP. The execution flow begins with a stochastic preprocessing
phase using MCS (Subsection 5.1) to model the cost and present value distributions for
each individual project. These empirical distributions are subsequently mapped into
deterministic point estimates. Following this, a multi-start genetic algorithm (GA) proce-
dure is employed to maximize expected PV by evolving feasible portfolios, where hard
budget and risk confidence thresholds enforce structural constraints (Subsection 5.2).
This multi-start strategy is aimed to enhance exploratory diversity and mitigate premature
convergence (Homayouni, Fontes and Gongalves, 2023; Lépez-Soto et al., 2017; Mao
et al., 2021). Concurrently, an LLM manages the qualitative evaluation layer (Subsec-
tion 5.3), initiating with a preliminary strategic assessment of each individual project.
Based on these evaluations, the LLM constructs an optimal portfolio for each target
cardinality and expands the search space by proposing additional candidate solutions
through a strategic neighborhood search. Every generated candidate is evaluated for
feasibility and Pareto dominance, an iterative cycle that continues until either 10 feasible
portfolios are discovered or 10 independent LLM iterations are completed.

In the final phase (Subsection 5.4), the GA-derived (PV-optimized) and LLM-derived
(strategically optimized) portfolios undergo an automated cross-evaluation to construct
the final Pareto frontier. Upon satisfying the terminal stopping criterion, a post-optimi-
zation verification step utilizes the LLM to independently reassess strategic alignment
directly from the baseline data, ensuring the final recommendations remain robust. As
with other metaheuristic approaches, the proposed method does not guarantee conver-
gence to the global optimum or the absolute true Pareto front. Instead, the objective
is to generate a high-quality approximation of the trade-off frontier within a limited
computational budget. The resulting Pareto front should therefore be interpreted as a
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practical decision-support frontier rather than a certificate of global optimality. To address
the well-known risks of premature convergence and algorithmic stagnation, the algorithm
implementation incorporates several explicit safeguards. These include a multi-start strat-
egy, randomized crossover and mutation probabilities across independent runs, gene-level
mutation operators, and a hall of fame (HoF) archive that preserves elite solutions across
iterations. Collectively, these mechanisms maintain structural diversity throughout the
search process and significantly reduce dependency on a single evolutionary trajectory.

Figure 2 illustrates the bi-objective PPSP. The process initiates with a simheuristic
search maximizing expected PV to generate an elite HoF, which defines the reduced
cardinality set (C,.4). For each cardinality, the LLM identifies an aspirational portfolio
based on its strategic text score. These aspirational configurations serve as reference
anchors to evaluate all PV HoF solutions (red dots). Simultaneously, a strategic neigh-
borhood is generated by expanding around these anchors to locate similarly aligned
candidates; those meeting quantitative feasibility limits are retained (green dots), while
infeasible ones are discarded. Consequently, this dual mechanism isolates two finalist
trajectories: a simheuristic-led, LL.M-assisted path (red dotted line) and an LLM-led,
simheuristic-assisted path (green dotted line), intersecting to define the final empirical
Pareto frontier (central black dot). The following subsections provide further details on
the main steps of our methodology.

Present Value

—— Pareto
----- PV-Oriented Finalists
=== §-Oriented Finalists
<> PV HoF
""" ! > Top Strategic Portfolio for each C,..4

O  Strategic Portfolios sub-optimal after simulation

HoF portfolios sub-optimal after LLM eval

PV HoF SN o cccaacoao ) Finally Chosen Portfolios
- '$.O)

; ----------

g Crmaz

E Cre C§2

Cy : : : : Strategic
o
TopS., TopSe, TopSe, TopS,.,... Score
LLM

Figure 2. Graphical bi-objective representation of the specific stochastic PPSP procedure.
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5.1. Stochastic preprocessing via Monte Carlo simulation

The framework initiates with a project-level stochastic preprocessing phase, formalized
in Algorithm 2. For each project i € {1,...,n}, independent simulation runs are executed
over [ iterations to derive empirical distributions and representative point estimates
for both cost and expected PV. Specifically, the function triangularSim simulates
project costs using triangular distributions derived from the baseline project cost, task
schedules, and respective risk registers. Subsequently, the computePV function discounts
the simulated cash flows at a designated weighted average cost of capital to construct
the empirical distribution PVDist. Finally, the pointestimate function maps these
empirical curves into deterministic values (CostEstimate and PVEstimate) based on
a specified confidence level (CL). All generated distributions and point estimates are
consolidated into project-level arrays, which are returned by the algorithm to feed the
subsequent simheuristic search engine.

Algorithm 2 Project-Level Monte Carlo Simulation
Inputs:

n=number of projects
for each project: base cost, schedule, risk register, cash flows
I =number of simulation iterations
CL = confidence level
wacc = weighted average cost of capital
Outputs:
CostDist, PVDist, CostEstimate, PVEstimate
1: fori=1tondo
2 CostSim < triangularSim(baseCost, schedule, risk, I)
3 PVDist <— computePV(cashFlows, wacc, I)
4: CostEstimate < pointestimate(CostSim,CL)
5: PVEstimate < pointestimate(PVDist,CL)
6 Append all results to project-level arrays
7: end for
8: return all distributions and point estimates

5.2. Simheuristic search

The optimization process is formalized in the multi-start GA procedure detailed in
Algorithms 3 and 4. Implemented via the DEAP library (Fortin et al., 2012) with
portfolios encoded as binary vectors, the multi-start routine (Algorithm 3) executes k
independent runs to maximize solution-space coverage. In each run r, the algorithm
randomizes operators and invokes the cardinality-targeted search engine (Algorithm 4,
Line 4) to evaluate candidate configurations. This internal engine bounds the search
domain by evaluating expanding sizes (m+ j) from the largest feasible cardinality m until
resource constraints render solutions infeasible, explicitly defining the reduced space Cj,q4.
The elite solutions discovered across these targeted cardinality runs are stored, allowing
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the algorithm to ultimately return a consolidated HoF (selectBest) containing the top &
feasible, PV-optimized portfolios.

Algorithm 3 Multi-Start GA for expected PV Maximization
Inputs: distributions, budget B, confidence &, GA settings
Output: Consolidated HoF (top /4 individuals)
: Al1lHoF «[]
: forr=1tokdo

1
2
3 Randomize crossover/mutation settings

4: Run GA; store HoF, > Algorithm 4
5 Append results to AL1HoF

6: end for

7: return selectBest(Al1HoF, )

Algorithm 4 Cardinality-Targeted GA Subroutine

Inputs: same as Algorithm 3, target cardinality C

Output: Feasible portfolios and set C,,4
1 j«1
2: while true do
3: cm+j

4: Run GA with constraint ¢

5: if no feasible portfolios then
6: break

7: else

8:

Store feasible solutions
9: end if

10: j—j+1

11: end while

5.3. LLM search

The qualitative exploration phase utilizes an LLM model to integrate strategic align-
ment into the optimization loop. Initially, the LLM evaluates each project against the
organization’s strategic plan, outputting a descriptive justification and a baseline textual
score to anchor subsequent evaluations. Following this preliminary assessment, the LLM
generates a single top-performing portfolio for each target cardinality defined within the
reduced search space C,.4. Each configuration is assigned a strategic score S € [1,100]
alongside a narrative justification, storing these selections as aspirational solutions. Using
these aspirational portfolios as structural anchors, the framework initiates a generative
local search. For each target size ¢ € G4, the LLM is queried to propose 20 portfolio
variations (Algorithm 5). Each generated candidate is subsequently mapped to the quanti-
tative data layer to evaluate its expected PV and feasibility metrics. A local Pareto filter
is then applied to retain exclusively non-dominated solutions. This interactive generation
loop repeats for each cardinality target until either a minimum of 10 feasible portfolios
are secured or a maximum threshold of 10 LLM queries is reached.
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Algorithm 5 Strategic Neighborhood Exploration
Inputs: C, distributions, thresholds

Output: Pareto-filtered candidates

1: for each ¢ € C do

2: Feasible + ||

3: repeat

4. Ask LLM for 20 portfolios of size ¢
5: Parse vectors and scores

6: Evaluate feasibility

7: Append feasible ones

8: until enough found or 10 loops
9: Apply Pareto filter

10: Store results

11: end for

5.4. Pareto frontier, stop condition, and verification

In the ending phase, the GA-derived (PV-optimized) and LLM-derived (strategically
optimized) portfolios are consolidated and re-evaluated by the LLM to construct the final
Pareto frontier. Upon satisfying the stopping criterion, a post-optimization verification
step utilizes the LLM model, operating exclusively on the raw strategic plan and project
data, to independently reassess strategic alignment. Each candidate receives a final
consensus score and textual justification. These results are structured within the ‘Finalists
Table’ to support the comparison and review of the final recommendations.

6. Computational experiments

The implementation of the proposed approach was developed in Python, using specialized
libraries including NumPy for numerical computations, DEAP for evolutionary algo-
rithms, Matplotlib for visualization, and the Azure OpenAl API for LLM integration.
All experiments were executed on a standard personal computer equipped with an Intel
Core 17 CPU at 2.9GHz, 16GB of RAM, and Windows 10. The algorithm and support-
ing code are publicly available in a GitHub repository (https://github.com/weOptimize/
MSS5 _genHeuristics_insideOptimizer) for reproducibility and further research.

6.1. Dataset

As the reference dataset for structured project information, we used the benchmark data
generated by Saiz et al. (2026), which includes twenty realistic projects designed to
support research in project portfolio optimization. Each project is defined by: a work
breakdown structure (WBS) with 9 to 13 activities; a detailed schedule network with
precedence relationships; triangular estimates of activity durations; a budget baseline
from point estimates; a risk register with ten identified risks per project; risk occurrence
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probabilities; triangular distributions for potential risk impacts; and expected yearly cash
flows over a four-year horizon. This dataset has been enriched with a textual summary
for each project (one or two sentences) describing its objectives and expected benefits,
synthetically generated using Microsoft Copilot. Similarly, the strategic plan used to
evaluate project alignment was also synthetically generated with Microsoft Copilot. It
consists of ten strategic drivers related to environmental targets.

The utilization of a single benchmark dataset containing synthetically generated
textual descriptions must be interpreted in light of the core objectives of this study.
Rather than presenting an exhaustive empirical benchmark of competing semantic scoring
mechanisms, the primary purpose of this computational experiment is to provide a highly
controlled, fully reproducible proof of concept. This design illustrates how structured
stochastic optimization data can be systematically paired with semi-structured strategic
information inside the generative heuristics loop without the confounding noise typical of
uncurated corporate documents.

6.2. Simulation parameters

The simulation parameters were selected to balance estimation stability with computa-
tional efficiency. Utilizing 2,000 simulation runs provides robust empirical distributions
for project cost and PV while ensuring the experiment remains executable on standard
computing hardware. The 75% confidence level applied during the project-level pre-
processing stage represents a moderately conservative baseline for individual project
planning. Conversely, the 90% portfolio confidence requirement imposes a stricter feasi-
bility condition at the macro level. This asymmetric distinction reflects realistic corporate
governance, where moderate uncertainties are tolerated at the individual project level,
but the aggregated portfolio must satisfy a higher reliability threshold. Accordingly, the
portfolio budget constraint was set at 9,000 monetary units (as a soft constraint), paired
with a minimum portfolio confidence level of 90% (as a hard constraint). Thus, feasible
portfolios must remain within budget with at least a 90% probability. PV calculations
incorporated a WACC of 10%. While our underlying framework natively supports the
stochastic modeling of cash flows and WACC, these parameters were treated determin-
istically in this validation study to cleanly isolate the effects of project selection under
uncertainty.

6.3. GA parameters

The GA parameters were selected to establish a transparent, lightweight baseline for
framework validation rather than to maximize performance through instance-specific
tuning. A population size of 20 and a limit of 50 generations allow the search to
explore diverse portfolio combinations while preserving rapid execution times. The
tournament size of 3 and HoF size of 6 maintain a compact, high-quality elite set for
subsequent LLM-based evaluation. To enhance exploration and reduce dependency on
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fixed parameter choices, the implementation uses a multi-start strategy where crossover
and mutation probabilities are randomized across independent restarts. This multi-start
process is stability-driven: the global search terminates only when the elite HoF set
remains unchanged for a predefined number of consecutive iterations. This design
mitigates the risk of premature convergence and reduces reliance on a single evolutionary
trajectory without requiring an expensive calibration phase. While systematic parameter
tuning could yield further performance gains in a production deployment, it remains
orthogonal to the primary contribution of this work, which focuses on the architectural
integration of simulation, heuristic search, and LLM-driven semantic assessment.

6.4. LLM integration

The strategic assessment used Azure-hosted GPT-4.1 Mini with the following configura-
tion: temperature = 0.1 (to ensure consistent evaluations), top-p = 0.90, and a maximum
token count of 3,000 units. The LLM received as input the strategic plan (with numbered
drivers) and summaries of the 20 competing projects. The assessment was conducted
in multiple phases: (i) individual project evaluation; (ii) portfolio-level assessment per
cardinality; (iii) strategic neighborhood exploration with 20 portfolios per iteration; (iv)
consolidated evaluation of finalist portfolios; and (v) independent verification of the
Pareto frontier. To extract structured data from natural language outputs, we imple-
mented pattern recognition algorithms with a focus on parsing tables that contain strategic
alignment scores.

To ensure the generative heuristic framework yields consistent and strategically
aligned results, the LLM interactions follow a rigid, zero-shot structured prompting archi-
tecture. The prompting mechanism is bifurcated into two specialized operational roles: (i)
a project evaluator role for individual candidate appraisal; and (ii) a portfolio architect role
for macro-level neighborhood generation and scoring. To guarantee deterministic outputs
and prevent formatting drift, all prompts enforce strict schemas for structural parsing,
requiring explicit separation between quantitative metrics and qualitative justifications.
The precise system instructions, role contextualizations, and representative prompt tem-
plates deployed across these evaluation layers can be found in the code repository, as
well as summarized in subsection 6.5. While LLM-based evaluations exhibit inherent
stochasticity across varying prompt structures, model versions, or repeated executions,
the framework developed in this study treats the strategic alignment score as deterministic
conditional on a rigid, highly constrained evaluation protocol. This protocol minimizes
semantic evaluation noise by enforcing a fixed prompt template, a bounded scoring scale,
and tightly controlled decoding parameters (specifically, a low temperature value of 0.1
and a top-p of 0.90) designed to maximize output consistency.

A known limitation of LLM-based evaluation is the possibility of hallucinated, un-
supported, or inconsistent assessments. In the proposed framework, this risk is mitigated
by using the LLM as a constrained evaluator rather than as an open-ended generator. The
model is provided with the strategic drivers and project summaries, and it is asked to
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assign bounded strategic-alignment scores using only the supplied information. Thus, the
LLM is not expected to create new factual project attributes or infer missing data.

Table 1. Summary of the LLM prompts used in the workflow.

Step Prompt Main input Main purpose
1 Initial project Strategic plan and all Identify the strategic drivers addressed
assessment project descriptions by each project and describe the degree

2 Portfolio proposal Initial project assessment

by cardinality and required number of
projects
3 Scoring of Initial project assessment
cardinality and portfolios proposed in
proposals Step 2
4 Scoring of GA Initial project assessment,
portfolios previous portfolio
proposals, and GA HoF
portfolios
5  Strategic- Initial project assessment
neighborhood and required portfolio
generation cardinality
6  Finalist scoring Initial project assessment

and consolidated finalist
portfolios

7  Final verification  Strategic plan, all project
descriptions, and
Pareto-frontier portfolios

of alignment as very strong, strong,
average, or weak. No numerical project
score is requested.

Propose the most strategically aligned
portfolio containing exactly the required
number of projects.

Summarize the proposed portfolios and
assign each one a strategic score from 1
to 100.

Assign strategic scores from 1 to 100 to
the portfolios produced by the genetic

algorithm.

Generate twenty strategically promising
portfolios of the required size and assign
a strategic score to each one.

Assess the strategic alignment of all
finalists and produce a table with
portfolio identifiers, compositions, and
scores.

Reassess each Pareto-frontier portfolio
from 1 to 100 and provide a short
justification based on the number and
strength of the strategic drivers covered.

6.5. Prompting strategy

The LLM workflow uses seven prompt types, summarized in Table 1. The first prompt
assesses the strategic alignment of all individual projects in qualitative terms. It identifies
the strategic drivers addressed by each project and describes the alignment as very strong,
strong, average, or weak. It does not assign numerical scores to individual projects.
The resulting assessment is reused as context in the next stages. These stages propose
portfolios for different cardinalities, score portfolios from 1 to 100, generate strategically
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promising portfolios, and assess the portfolios produced by the optimization process. A
final prompt checks the portfolios on the Pareto frontier using the strategic plan and all
project descriptions again.

The prompts have three roles. Prompt 1 creates a qualitative assessment of the
individual projects. Prompts 2 and 5 use this assessment to propose strategically promising
portfolios. Prompts 3, 4, 6, and 7 assign or verify numerical portfolio scores. Keeping
project assessment, portfolio generation, and portfolio scoring as separate tasks makes
the role of each LLM call explicit. The LLM does not assign a numerical score to each
individual project. Instead, the qualitative project assessment provides shared context
for the later portfolio-level evaluations. Portfolio scores therefore reflect the combined
coverage and strength of the strategic drivers rather than a simple sum of individual LLM
project scores. The complete prompt templates are available in the public repository.

6.6. Experimental procedure and validation

The experimental evaluation followed the methodology and computational configura-
tions established in the previous sections. To evaluate efficiency, execution times were
benchmarked for each algorithmic stage. The end-to-end optimization process typically
converged in under 6 minutes, with LLM API interactions accounting for approximately
50% of the total runtime. Beyond the integrated self-verification step designed to fa-
cilitate practical deployment, we performed an external cross-validation using a deep
research LLM, specifically MAI-DS-R1, a Microsoft post-trained variant of DeepSeek-R1
fine-tuned on domain-specific corpora for complex dataset analysis. MAI-DS-R1 was
deployed to independently assess the final Pareto-frontier portfolios alongside GPT-4.1.
Crucially, both models preserved the identical ordinal ranking of the portfolios, indicating
that the core qualitative ordering remains highly robust even when absolute strategic
scores vary between architectures. Nevertheless, these LLM-generated scores must be
interpreted strictly as decision-support indicators rather than absolute ground truth: in
high-stakes managerial contexts, the resulting portfolios and text justifications should
undergo human-in-the-loop validation by domain experts prior to implementation. The
complete and unedited verification output from the deep research model is hosted in the
public repository (https://github.com/weOptimize/MS5_genHeuristics_insideOptimizer/
blob/main/deep_research_model_validat.txt) under the header ‘Validation response from
LLM’.

Additionally, to assess the impact of evaluation noise on the ranking among the
four reported Pareto-frontier portfolios, we conducted an internal robustness experiment
across multiple runs (10 executions per model) using a suite of different architectures
(GPT-4.1, GPT-4.1-mini, and GPT-5.4-mini). This experiment evaluates the stability
of the ranking among these four portfolios, rather than the stability of the complete
Pareto frontier. The results (see Figure 3) confirm the presence of minor score variability,
e.g., occasional permutations between adjacent close ranks like 11 — 10 versus 10 —11.
However, the macro-qualitative ordering remains generally stable across runs, with the


https://github.com/weOptimize/MS5_genHeuristics_insideOptimizer/blob/main/deep_research_model_validat.txt
https://github.com/weOptimize/MS5_genHeuristics_insideOptimizer/blob/main/deep_research_model_validat.txt

18 Soft optimization with generative heuristics...

dominant ranking (7 — 16 — 11 — 10) emerging as the most frequent ranking.

Ranking repetition by model

gpt-4.1
7>16>11>10 4
16 >7>11>10 3
7>16>10>11 3
T T T T T 1
0 1 2 3 4 5
Runs
gpt-4.1-mini
7>16>11>10 5
7>16>10>11 4
16 >7>10>11
T T T 1
0 1 2 3 4 5 6
Runs
gpt-5.4-mini
7>16>11>10 4
7>16>10>11 3
7>11>16>10 1
7>11>10>16 1
11 >7>10> 16 1
T T T T T 1
0 1 2 3 4 5
Runs

Figure 3. Frequency of rankings among frontier portfolios across three different models and ten

runs each.

6.7. Comparison with a deterministic baseline

We compared the LLM assessments of the four reported Pareto portfolios with a simple
and transparent weighted-keyword baseline. The baseline was built directly from the
strategic plan. First, the text was converted to lowercase and split into individual words.
Common words and general terms, such as “the”, “and”, “project”, “portfolio”, “strate-
gic”, and “plan”, were removed because they provide little information about strategic
alignment. The remaining words were ordered by how often they appeared in the strategic
plan, and the 40 most frequent terms were retained. Thus, the terms were selected before
scoring the projects and were not chosen to support any particular portfolio. Each retained

term ¢ received the following weight:

w; = 1 +log(ft)
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where f; is the number of times the term appears in the strategic plan. This gives slightly
more importance to terms that occur more often without allowing a few repeated terms to
dominate the score. A project received the weight of a term when that term appeared in
its description. Its raw keyword score was calculated as:

o XeexWili
iy 1S Sidn]
Yick Wi

where K is the set of 40 terms and [;; = 1 if term ¢ appears in the description of project i,
and I;; = 0 otherwise. The project scores were then normalized to the interval [0, 100].
Finally, the score of each portfolio was calculated as the mean score of its selected
projects. Using the mean avoids rewarding a portfolio simply because it contains more
projects. The keyword baseline reproduced the LLM ranking exactly: 7 > 16 > 11 > 10.
Spearman’s rank correlation between the two rankings was p = 1.00. Table 2 reports the
scores and ranks obtained with both methods.

Table 2. Comparison of the LLM and keyword-based portfolio assessments.

Portfolio LLM score LLMrank Keyword score Keyword rank

7 93 1 48.533 1
16 91 2 42.856 2
11 88 3 36.295 3
10 85 4 34.196 4

Table 3. Ten of the 40 terms used by the keyword baseline with the largest differences in

contribution across portfolios.

Term P7 P16 P11 P10 Range
Climate 1.196 0.652 0.359 0.399 0.837
Improve 0.701 0.287 0946 1.052 0.765
Green 0.351 0.860 0946 0.701  0.596
Energy 1.196 0.652 1.076 0.797 0.544
Infrastructure ~ 0.000 0.463 0.000 0.000 0.463
Encourage 0.000 0.463 0.255 0.000 0.463
Environmental 0.566 0.926 1.018 0.848 0.452
Urban 0.283 0.694 0.255 0.283 0.440
Practices 0.701 0.287 0.315 0.351 0414

Sustainable 0.701 0.287 0.315 0.701 0414

Note: The values are components of the raw keyword score, not separate portfolio scores. All 40
terms were used to calculate the final scores. Only the ten terms with the largest variation across
portfolios are shown.
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To make the calculation easier to audit, Table 3 shows the ten terms that contributed
most to differences between the four portfolio scores. These are not the only terms used:
the final scores include all 40 terms. The ten terms shown are those whose contributions
vary most across the four portfolios. For each term and portfolio, the table reports the
term’s weighted contribution. A larger value means that the term appears in a larger share
of the portfolio’s selected project descriptions. A value of zero means that the term does
not appear in any of those descriptions. The range is the difference between the largest
and smallest contribution across the four portfolios. Therefore, a larger range means that
the term has more influence on differences between their keyword scores.

For example, “climate” makes a larger contribution to Portfolio 7 than to the other
portfolios because it appears in a larger share of its selected project descriptions. In
contrast, “infrastructure” contributes only to Portfolio 16. These examples allow the
reader to inspect how the keyword matches affect the final ranking. The complete list of
40 terms, their frequencies, project matches, and portfolio-level contributions is available
in the public repository. This comparison is limited to the four reported portfolios and
does not repeat the optimization or rebuild the full Pareto frontier. It should therefore be
interpreted as a consistency check of the reported portfolio assessments.

7. Results and analysis

The execution of our algorithm produced a set of non-dominated portfolios that form
the Pareto frontier in the bi-objective space of expected present value and strategic
alignment. Figure 4 displays this frontier, where each point represents a portfolio that
cannot be improved in one objective without worsening the other. In the same figure,
finalist portfolios not on the frontier are shown in grey. Likewise, Table 4 summarizes
the cardinality, present value, strategic score, confidence level, and total cost for each
non-dominated portfolio: IDs 7, 10, 11, and 16.

Table 4. Pareto frontier portfolio analysis.

Strat.
ID Selected Projects Card. Exp. PV ra Conf. Cost
Score
7 1,2,3,6,7,10, 12,15, 18 9 20,745 93 1.000 7,679
10 2,3,4,6,7,8,11,12, 14 9 25,997 85 0.998 8,962
11 2,3,4,6,7,8,9,11,12, 17 10 25,678 88 0.994 8,979

16 1,2,3,4,6,9,12,15, 16,17, 19 11 24,696 91 0.905 9,033

The frontier includes four non-dominated portfolios, each representing a trade-off
between financial return and strategic alignment. The portfolio with the highest expected
PV (approximately 26,000 units) contains 9 projects and has a confidence level of 0.998,
Jjust below the 9,000-unit budget constraint. As we move along the Pareto curve, portfolios
shift toward higher strategic alignment, culminating in a portfolio with a strategic score of
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93 and a lower expected PV (20,800). This portfolio maintains full confidence (1.00) and
a significantly lower cost (7,679 units), showing that strong strategic alignment can be
achieved without exhausting the budget. Notably, portfolios with higher cardinalities (10-
11 projects) occupy intermediate positions on the frontier. These options offer balanced
performance in both objectives, with slightly lower confidence levels (0.994 and 0.905).
This challenges the assumption that more projects automatically lead to better strategic
outcomes and underscores the importance of careful project selection. The gap between
the highest-PV solution (highlighted by a red dashed line) and the highest-strategy
solution (green dashed line) illustrates the inherent trade-off between these objectives.
This would be missed by a single-objective optimization. The visualization provides
decision-makers with a clear overview of the available trade-offs, enabling more informed
selection based on organizational goals and risk tolerance. The breakdown of execution
times is shown in Table 5. These results confirm the feasibility and scalability of our
hybrid approach. It is worth noting that the proposed framework does not require training
or fine-tuning an LLM; the model is utilized exclusively at inference time as a semantic
evaluator. Consequently, the intensive computational burden and data dependencies of
LLM training are external to our optimization procedure. The framework is model-
agnostic and computationally lightweight; in our experiments using the Azure-hosted
GPT-4.1 Mini model, the complete workflow executed in under six minutes with a
total monetary cost below one euro. The integration of stochastic simulation, GAs, and
LLMs, allows for capturing both financial and strategic dimensions of portfolio selection
under uncertainty. The resulting Pareto frontier offers a concise and interpretable set of
high-quality portfolios for decision-makers.
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Figure 4. All finalist portfolios and extracted Pareto frontier.

Table 6 presents the results of a dual verification process using GPT-4.1 and MAI-
DS-R1. Both models preserved the original ranking of portfolios, reinforcing the con-
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Table 5. Computational times to execute the PPSP generative heuristic.

Step Time (seconds)
Point estimate finished 161.7
Optimization step (GA) 14.7
Optimization step (higher cardinalities) 28.3
GPT-4 strategic assessments 58.2
Exploration of strategic neighborhood 79.3
Consolidation of final Pareto result < 0.1
Total execution time 342.3

Table 6. Portfolio analysis with original results and dual verification scores.

Original GPT-4.1 MAI-DS-R1

ID Selected Projects ) .
Strat. Score  Verif. Verif.
7 1,2,3,6,7,10, 12, 15,18 93 95 95
10 2,3,4,6,7,8,11,12, 14 85 75 70
11 2,3,4,6,7,8,9,11,12,17 88 78 72
16 1,2,3,4,6,9,12,15,16,17,19 91 80 82
GPT-4.1 Justifications

e ID 7: Covers all 10 strategic drivers with many strong contributions, including renewable
energy, energy efficiency, sustainable agriculture, coastal protection, and climate resilience.

e ID 10: Covers 7 drivers well; strong in circular economy, green infrastructure, energy
efficiency, renewable energy, and public transportation; lacks coverage in sustainable
agriculture, coastal protection, and climate resilience.

« ID 11: Slightly improves on ID 10 with better support for climate education and energy
efficiencys; still lacks sustainable agriculture and coastal protection.

* ID 16: Covers 8 drivers; strong in coastal protection and circular economy, but weaker in
water management and sustainable agriculture.

MAI-DS-R1 Justifications

e ID 7: Covers all 10 drivers with high-impact projects; minor weaknesses in P1/P3.
« ID 10: Misses Drivers 5, 7, and 10; includes low-impact projects (P8, P14).

* ID 11: Slightly better than ID 10 due to P9 but still misses key drivers.

« ID 16: Strong on coastal resilience and renewables but omits water/agriculture.
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sistency of the approach. While verification scores differ slightly from original values,
which is expected due to zero-shot evaluation and model differences, the relative order
remained stable. This supports the conclusion that the proposed approach reliably captures
key trade-offs.

8. Conclusions and future work

This paper introduces a novel framework, referred to as generative heuristics, that com-
bines stochastic simulation, evolutionary optimization, and LL.Ms to address complex
COPs involving both structured and semi-structured inputs. We frame this type of prob-
lem under the concept of ‘soft optimization’, where traditional methods fall short due
to the presence of qualitative, textual, or ambiguous data elements that cannot be easily
modeled with conventional objective functions. These semi-structured components re-
quire contextual interpretation and semantic reasoning, capabilities now feasible through
the integration of LLMs. The proposed framework fills a gap in the literature by embed-
ding LLMs directly into the optimization pipeline. This allows for the generation and
evaluation of solutions that go beyond numeric performance, supporting the identifica-
tion of portfolios or configurations that align with intangible objectives such as policy
compliance, strategic alignment, or organizational values. To the best of our knowledge,
this is the first attempt to combine simulation-based uncertainty modeling, metaheuristic
optimization, and LLM-driven evaluation into a unified approach for decision support in
soft optimization settings.

A structured review of existing research motivated and contextualized our approach,
covering hybrid metaheuristics, LLM integration in optimization workflows, and recent
advances in project portfolio selection modeling. The stochastic PPSP was selected as a
representative use case to illustrate the framework’s capabilities. Within this context, we
implemented a complete end-to-end process combining MCS for estimating uncertainty
in costs and returns, a GA for portfolio generation, and a series of LLM-based evaluations
to assess strategic alignment across varying portfolio sizes. The final output was filtered
using a bi-objective Pareto analysis to identify solutions that optimally balance financial
performance and strategic relevance. The computational experiments identified four
non-dominated portfolios, whose performance was robust across both quantitative and
qualitative dimensions. An external verification step was carried out using two distinct
LLM configurations (GPT-4.1 and MAI-DS-R1) to ensure consistency and validate the
semantic evaluations. These results confirmed that the proposed method is computation-
ally efficient, cost-effective, and able to produce high-quality solutions that reflect both
hard and soft decision criteria. The full procedure executed in under six minutes and at a
cost of less than one euro.

This work contributes to the emerging area of Al-assisted optimization by showing
that LLMs can serve not only as natural language generators, but also as semantic evalua-
tors and decision-support tools within formal optimization frameworks. Enforcing rigid
evaluation protocols and low-temperature decoding, allows the framework to treat the



24 Soft optimization with generative heuristics...

LLM as a constrained evaluator rather than an open generator, mitigating hallucination
risks. The generative heuristic framework provides a flexible structure to model prob-
lems where data cannot be fully reduced to numeric inputs, and where solution quality
depends on both performance metrics and contextual fit. Future research may extend
this framework to other problems such as vehicle routing, scheduling, or network design,
particularly in settings where contextual or policy-related considerations play a role. Ad-
ditional extensions could include the use of dynamic budget updates, progress monitoring
over time, or expanded LLM-based assessments for risks, dependencies, and stakeholder
alignment. The weighted-keyword comparison provides an initial consistency check for
the Pareto frontier portfolios. Future research should extend this analysis to the complete
candidate set, additional rule-based methods, expert assessments, and real-world datasets.
Regarding the verification of semantic performance within the framework’s evaluation
layer, two major research lines emerge. First, the LLM-based strategic scores could be fur-
ther benchmarked against further baselines, such as dictionary-based keyword matching
procedures, traditional rule-based scoring matrices, or expert-defined multicriteria rubrics.
Such comparisons will help isolate the exact marginal contribution of the LLM and iden-
tify the specific operational thresholds where advanced semantic evaluation justifies its
computational overhead. Second, the generalizability of the framework should be tested
on expanded datasets featuring organic, real-world strategic plans, uncurated project
proposals, and diverse managerial assessments to validate its scalability and robustness in
practical industrial decision-making contexts. Finally, conducting exhaustive sensitivity
analyses under extensive prompt perturbations and developing real-time semantic noise
filters remain vital directions to further bound LLLM evaluation variability.

Declaration of generative Al and Al-assisted technologies in the
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